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Put yourself in the following scenario: “I have only 30 minutes before joining a technical 
meeting on Artificial Intelligence where I need to understand at least what they are 
talking about and be able to ask some questions.” This is the exact situation this guide 
was written for. 

Depending on your role, a term such as “variational autoencoder” or the knowledge on 
how the networking model of Kubernetes works might be totally irrelevant for your job, 
but knowing the difference between a fine-tuning of a large language model (LLM) and 
a retrieval augmented generation (RAG) might be able to save you a bit of 
embarrassment in these meetings, and let you sound more as a tech-aware person 
despite not being a programmer or an infrastructure engineer.

This guide is different than most of the traditional “Introduction to subject” guides 
(where “subject” can be HPC, AI or any other topic) found out on the internet.  These 
guides are often too technical, have not-so-much accessible language, or even have 
the tendency to dive directly into tools, rendering much of its information worthless. 
Here, instead, we make understandability a first-class citizen without sacrificing the 
correctness of the information.

This guide is structured into sections that can be read mostly independently, but you 
may find some concepts in one section originally discussed in a different section. For 
such cases, a small glossary is included where you can quickly check information 
regarding an acronym or remember forgotten concepts. 

There are three major sections of this booklet:

Computer systems: Focus on discussing how a computer and a supercomputer are 
structured for software, operating systems and development environments. This gives 
you a background and insight into how computers work.

Artificial intelligence: Concepts from traditional machine learning to generative AI, 
with emphasis on the methods and tools that industry are is currently using. This will aid 
you to understand why some AI techniques may be appropriate to certain situations.

Cloud computing: Everything related to internet is here; at some point, the product will 
be ready, and it needs to be up and running. Therefore, you can have a background 
and insight on what happens after the development phase.

We hope you enjoy this.

Introduction
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Let’s start by defining the several hardware 
pieces that make up a traditional 
computer nowadays, also seen in an 
overview on Figure 1.  

The main piece of a computer is, as its 
name suggests, the Central Processing 
Unit (CPU), or processor. Two main features 
in the CPU are often discussed when 
talking about computer systems: the 
cache and the cores, illustrated by the 
figure below. 

The cache consists of extremely fast 
memory, as it is already inside the CPU 
chip itself, but it is very small in size. Some 
processors might have different tiers of 
cache, with different sizes for each tier 
(usually from a few kilobytes to few 
hundred megabytes). 

The cores perform several operations with 
data, which ranges from obtaining data 
from the cache to performing arithmetical 
operations such as sum or multiplication 
with it.

Despite not being so intuitive, a processor 
with a larger number of cores does not 
necessarily mean better performance 
when running a piece of software, 
regardless of what fancy marketing ads 
might tell you.  A reason for this is that, by 
default, software is often built to only take 
advantage of a single CPU unless the 
programmer explicitly makes it use more 
cores. 

Furthermore, even when this feature of 
using several cores is enabled, this does 
not translate to an increase in speedup as 
the division of work between several cores 
might be poorly performed. It could even 
happen that several cores need to 
unnecessarily access slower memory (e.g., 
RAM, discussed later) instead of the cache, 
bottlenecking the problem. 

As a side note, the increase/decrease in 
the actual processor frequency itself 
directly translates to performance as this 
relates to how fast the processor is 
performing its operations (i.e., given two 
identical processors at 3.0 GHz and 
another at 3.5 GHz, the latter will be faster).

Chapter 1: Computer Systems
The anatomy of a computer

Measuring performance
As CPUs got more cores over time, one of the most relevant concepts to analyze 
performance became the speedup, meaning how fast the processing of a problem in 
one system is when compared to another. A speedup of 2x means that the system was 
100% faster (i.e., in terms of time) than the previous system, for example, and a speedup 
of 0.8x means it was actually slower. There is no negative speedup.

Another measure of performance is the FLOPS, or floating-point operations per second. 
In basic terms, a "floating-point" is a way computers represent real (i.e. decimal) 
numbers with limited precision, and therefore this metric refers to how many 
arithmetical operations (such as add, multiply) a system can perform per second. The 
number of FLOPS achieved may be referenced per a single GPU or processor, or even 
for a full system. Nowadays, FLOPS figures are always reported alongside the precision 
at which the operations are performed (such as FP64, FP32, or FP8), since the same 
hardware can achieve vastly different throughput depending on the precision used. 
Precision is discussed further in Chapter 2. 

As of 2025, it is common to hear numbers such as 4 000 TFLOPS (NVIDIA H100 in FP8, 
approximate, single GPU) or 1 ExaFLOPS (JUPITER supercomputer in FP64, full system). 
Unlike bytes, which use powers of 2 (1 KiB = 1024 bytes), FLOPS use standard SI prefixes 
based on powers of 10: 1 TFLOPS is 10¹² FLOPS, 1 PFLOPS is 1015 FLOPS, and 1 ExaFLOPS is 1018

FLOPS, which equals one million TFLOPS.
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There are several types of processor 
architectures (not the same as computer 
architecture), and each architecture has 
some optimizations that makes it useful. It 
is likely that the computer in your home, 
with Intel or AMD processor, is x86_64 
architecture. 

Another commonly used processor 
architecture is ARM, from a British 
company that designs the blueprints for 
how certain processors work. Other 
manufacturers then license these 
blueprints to build their own chips: Apple's 
processors in iPhones and Macs, for 
example, are based on ARM designs, and 
the same is true for the upcoming 
European processor designed by SiPearl. 
Furthermore, there are some European 
initiatives that built its own processors 
using the RISC-V architecture, which is free 
and open source, and some European 
companies (e.g., Semidynamics) are also 
developing technology with it. 

A program that executes in ARM will not 
execute natively in x86_64 architectures, 
and many times the code needs to be 
recompiled and/or modified to some 
extent. The RAM (Random Access Memory), 
or even DRAM (standing for “Dynamic 
RAM”) is a type of memory that is available 

to the processing unit when the data is not 
available on the cache. 

Accessing RAM is a lot slower than cache 
as it is more distant from the CPU chip, but 
it is also a lot larger (e.g. 2TB of RAM versus 
a few MB of cache, due to limited size 
within the CPU chip). In regular datacenters 
(not AI/HPC centers, which we will discuss 
later), memory is often the largest source 
of cost, with some analysts putting 
memory as 30-50% of the total server cost.

Storage works also as a sort of memory, 
being even larger and slower. There are 
two types of disks, the Solid-State Drives 
(SSD) and Hard Disk Drives (HDD). The 
former are faster but often more expensive 
than the latter, which contains moving 
parts and are physically limited in its 
transfer speed. 

Storage has two big advantages over RAM. 
First, it is much cheaper per gigabyte. 
Second, it is persistent: your files stay there 
even when the computer is turned off. RAM, 
on the other hand, loses everything the 
moment power is cut, which is why you 
lose unsaved work when your computer 
crashes.
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I/O devices is another common term. That 
can essentially be anything plugged into 
the computer that receives or sends 
information from/to it, which includes a 
monitor, keyboard, USB devices, Ethernet, 
and other peripherals. 
All of the components discussed so far are 
present in virtually every computer. But for 
demanding workloads like artificial 
intelligence or scientific simulations, 
modern computers increasingly include an 
extra category of hardware: accelerators. 

The most common ones are the Graphical 
Processing Units (GPUs), but many others 
are often found in some systems such as 
the FPGAs and Vision Processing Units 
(VPUs). These accelerators are not 
standalone, meaning that they always 
need to be coupled to a computer to 
properly work.

The major advantage of GPUs over CPUs is 
in its number of simple cores (Cuda Cores 
in Nvidia, or Stream Processors in AMD) and 
extremely fast (but larger) video memory 
(VRAM). For comparison, while high-
performance CPU processors have around 
256 cores and around 280MB of cache in 
the chip itself, an Nvidia 5070 card that you 
might find in a gaming computer has over 
6000 cores, and the Nvidia H100 GPU has 
over 16 000 cores and up to 80GB of VRAM. 

This means that a massive number of 
operations can be done at the same time, 
something that is particularly required for 
artificial intelligence as it involves several 
additions and multiplications between 
vectors and matrices. However, the cores 
available in GPU cannot do much more 
than multiply-add, vector/matrix math, 
and some simple control logic, which is the 
trade-off for this massive parallelism. 

Furthermore, there are different 
technologies to build VRAM, with each 
technology having its own characteristics. 
As of 2026, a popular one is the High 
Bandwidth Memory (HBM), also used in the 
H100 mentioned above.
Now, it is worth knowing who builds the 
GPUs, because this choice has practical 

consequences for the software you can 
run. AMD and Nvidia are the most relevant 
GPU manufacturers, and through the text 
we will mostly cite them. 

However, while these two companies are 
dominant in the west, they are not the only 
ones who makes GPUs, with Intel (USA) and 
Moore Threads (China) also having some 
degree of popularity. Apple also produces 
its own GPUs that are executed in the Mac, 
albeit the number of cores is significantly 
smaller than the dedicated chips on 
Nvidia/AMD.

Regardless, each manufacturer has their 
own tools ecosystems.  In practice, this 
means that a program written to run in an 
Nvidia GPU (using their ecosystem named 
“CUDA”) will not execute in an AMD GPU.
AMD, however, has been pushing towards 
interoperability as a market strategy, and 
therefore their tools (HIP and Rocm) often 
aim for cross-compatibility but might lag 
behind the offerings of Nvidia in terms of 
algorithms.

Therefore some state-of-art tools that 
make use of Nvidia features might not be 
fully available for AMD GPUs for a certain 
time. 

A large bottleneck in GPUs is the memory 
transfer between the CPU and GPU. The 
reason for this is that, to process 
something in a GPU, one needs to transfer 
the data to the memory available there. 
This transfer is slow (in comparison to 
memory speeds) and can make up for a 
large part of the actual data processing, 
especially when dealing with single 
inferences in AI model, for example.

Each manufacturer has their 
own tools ecosystems. In 
practice, a program written to 
run in an Nvidia GPU... will not 
execute in an AMD GPU
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Finally, it is worth mentioning the 
Neural Processing Unit (NPU), which is 
becoming increasingly common in 
consumer hardware. Think of the NPU 
as a specialist chip designed 
specifically to accelerate AI tasks. It is 
similar to a GPU in that it handles 
heavy lifting, but while GPUs are built 
for broad parallel processing, NPUs are 
hardwired for the specific, massive 
volume of simple, repetitive 
mathematical operations (i.e., matrix 
multiplication) that AI models 
constantly run. Because they are built 
for AI from the ground up, NPUs handle 
these workloads much faster and with 
significantly less power than a CPU or 
GPU. However, we still rely heavily on 
GPUs because they are far more 
versatile. GPU designers have more 
flexibility in how they build the 
hardware, allowing them to pack in 
much more memory, larger cores, and 
specialized cooling, which is essential 
when you're developing or training 
complex algorithms.

CPU
(Central Processing Unit)

PROCESSING POWER
Few, Complex Cores

MEMORY
System RAM 

(Large capacity, Slower)

FEATURES
General purpose,

Low latency

SEQUENTIAL
PROCESSING

LARGE
CACHE

GPU
(Graphics Processing Unit)

PROCESSING POWER
Thousands of simple cores

MEMORY
VRAM 

(High banwidth, Smaller)

FEATURES
Specialised

(Graphics, AI, Math)

PARALLEL
PROCESSING

SHARED
MEMORY

VS

In an extremely simplistic definition, 
“supercomputers” are not much more 
than several computers 
interconnected. The reasons why we 
call them a fundamental part of “high-
performance computing” are two: first, 
the entire system is physically together 
in a single place (“on-premise”), unlike 
the systems at cloud where you are 
not sure where they are located, and 
the software run very close to the 
operating system (“bare-metal”) to 
extract the maximum performance. 
Second, each individual component of 
the system is high-end, meaning that 
they are whatever the current market 
(at the time system was built) offered 
as its best. 

The architecture of a supercomputer 
may be variable according to the 
vendors (e.g. Cray/HPE, AtoS, Fujitsu), 
but many of them consist of five 
pieces: a login node, the compute 
nodes, the accelerator nodes, the 

The anatomy of a computer
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interconnect, and the storage. 
In some documentation, we often see 
the term “compute/accelerator 
partition” to be used interchangeably 
with “compute/accelerator nodes”. This 
architecture is illustrated by the Figure 
above.

Having all this hardware is one thing, 
but coordinating access to it is another 
challenge entirely, especially as they 
are often used by several people at the 
same time. A piece of software, named 
scheduler (such as Slurm or PBS Pro), is 
necessary to set priorities on who will 
use certain resources. In most cases, 
the user receives a set number of 
hours to use in the system, and this 
scheduler is responsible for tracking it 
while also giving access to, for 
example, the compute and 
accelerator nodes. 

Most of these machines are accessed 
remotely through a terminal interface 
(i.e., the ssh command in Linux/Mac/
Windows Subsystem for Linux 
machines), but some (like the Finnish 
machine LUMI) might have a web 
interface to expose some services like 

a virtual desktop, or even a web 
terminal that can login directly and will 
not rely on, for example, 2 factor 
authentication on the terminal.
Upon login, the so-called “login node” is 
the first point of access to the 
machine. 

There might be one or more login 
nodes, but they are a small quantity in 
comparison to the compute or the 
accelerator nodes. They are mainly 
meant for preparatory or development 
work: installing libraries, compiling 
code, quick tests, and similar. 

However, some systems might require 
you to move to another node (either 
compute or accelerator) to do these 
tasks. The login nodes often do not 
have access to a GPU, and sometimes 
might be different than the actual 
compute nodes (e.g. number of cores, 
memory, etc). 

Basically, when you are in the login 
node, you have a limited view of the 
system as you have no access to the 
actual hardware resources you might 
want to use.

LOGIN NODE

COMPUTE 
NODE

COMPUTE 
NODE

BOOSTER
(GPU NODES)

PARALLEL 
STORAGE 
SYSTEM
(Lustre/GPFS)

COMPUTE 
NODE

COMPUTE 
NODE

INTERCONNECT FABRIC
(Infiniband/Ethernet)
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When a user is ready to start running the 
software, or even to develop in some 
software, they may request an allocation 
through the scheduler. The allocation 
might take from few seconds to hours to 
be granted according to the amount of 
usage in the machine and also the set 
priority for the user, which is often based 
on the number of hours already used and 
the total amount of resources requested.

The user needs to specify which partition is 
desired if the system has both Compute 
and Accelerator partitions, the difference 
between them being mostly the presence 
of GPUs and/or the amount of cores in 
CPUs.

When the allocation is granted, the user (or 
the application) can still access the 
allocated partition in the same way it 
would on the login node. This is because 
the storage is shared among all existing 
nodes. However, even within the storage, 
there are several tiers, and some tiers are 
faster or larger than others (i.e. some are 
meant for storing files, other for storing files 
that are in need of performance).

A major question is how the GPUs on the 
supercomputers compare to the ones that 
we have at home or at a workstation. The 
table below illustrates the difference in 
different NVIDIA GPUs through several 
aspects.

“Root” and libraries
Many machines come packaged with several types of software that its users might 
need, ranging from molecular dynamics to artificial intelligence. In some cases, these 
are optimized to make use of certain particularities of the machines. Naturally, some of 
this software might be outdated and the user can be better off installing something 
themselves. 

However, there is some effort to keep these packages updated as to avoid several 
users having redundant data in the machine. Each machine has its own set of 
applications that are often customized for the needs of the users and the specialty of 
the center which runs the system.

Another point is that, as the system is used by several users, system-level permissions to 
the machine (“root”) are not given to the common user for security reasons. Therefore, 
some specialized software might be hard to run (or even impossible) in these sort of 
environments.

RTX4090 RTX 6000 (Workstation) H100 (AI)

Cuda Cores 16 384 18 176 16 896

Mem. Capacity & 
Bandwidth

24 GB GDDR6X, 
1008 GB/s

48 GB GDDR6, 
960 GB/s

80 GB HBM3, 
4800 GB/s

Performance: 
FP32, FP16, FP8

83 TFlops, 
661 TFlops, 
Not Supported

91 TFlops, 
728 TFlops, 
Not Supported

67 TFlops, 
2000 TFlops, 
4000 TFlops

Interconnect / 
Multi-GPU

PCIe4 64 GB/s, 
Poor scalability

PCIe4 64 GB/s,
Poor scalability

NVLink 900 GB/s,
Great scalability

Price $ $$ $$$$$
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Looking at the table, you might wonder 
why the RTX 6000 with more cores does not 
outperform the H100 for AI. The answer ties 
back to what was discussed earlier about 
computer architecture: for AI workloads, 
raw core count matters less than memory 
capacity, memory bandwidth, and the 
ability to connect multiple GPUs together 
efficiently. The H100's 80 GB of fast memory 
and its NVLink interconnect at 900 GB/s 
mean that data flows where it needs to be 
without the bottlenecks that cripple 
consumer GPUs when scaled up. Add to 
this the support for lower-precision 
arithmetic (FP8), which we'll discuss in the 
AI chapter, and you start to see why the 
price difference is justified. 

It is also worth noting that not all GPUs are 
designed for the same kind of parallel 
workload. AMD, for instance, maintains two 
distinct GPU architectures: RDNA, aimed at 
graphics and gaming, which includes 
dedicated hardware for rasterization, ray 
tracing, and display output; and CDNA, 
aimed squarely at compute, which trades 
those graphics features for higher 
performance and precision in calculations, 
HBM memory, and Infinity Fabric 
interconnect for direct GPU-to-GPU 
communication, which aids scalability. 

As of 2026, AMD is working on UDNA, an 
architecture that aims to unify both 
lineages. NVIDIA follows a similar logic: the 
H100 strips away graphics entirely in favour 
of enhanced performanced for 
calculations, HBM, and NVLink 
(interconnect between GPUs), making it 
exceptional for AI training but useless for 
rendering a frame; the RTX 4090 and RTX 
6000, by contrast, sit in the middle and are 
capable of both graphics and serious 
inference workloads, but making 
compromises on memory capacity and 
interconnects that limit their scalability for 

One of the most important things when 
building products is, aside the “how” to 
develop it, the “where” to develop it. There 
are several layers in which one should care 
about when developing the application, 
namely the Hardware, the Operating 
System, the Libraries, and the Application 
itself. We’ll go through each in detail.

large models.

A last note is that most of these systems 
are often hosted by research institutions or 
universities. On the Top500 list (as of March 
2026), only 2 machines out of the Top 10 are 
hosted by a private company, a number 
that expands to 7 out of the Top 20.  

This has, in many cases, several 
implications. Unlike a commercial cloud 
provider, a university can rarely guarantee 
that the system will always be available (as 
per a service level agreement), and selling 
access as a service can be complicated 
by national legislation and/or government 
policies. 

This also shows that the focus of these 
systems is often directed towards research 
rather than product development, and 
companies granted access to such 
supercomputers need to adapt to these 
environments.

Basics on software 
development

For AI workloads, raw core 
count matters less than 
memory capacity, memory 
bandwidth, and the ability to 
connect multiple GPUs 
together efficiently

Hardware

Operating system

Libraries

Application
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Hardware

A lot has been discussed about hardware 
already. In synthesis, software made for a 
CPU will not work on GPUs unless it is 
explicitly programmed to do so. In similar 
ways, the code should be written in such 
way that it makes proper use of all cores 
available in the CPU or GPUs, or you can 
have performance degradation even 
when using all the available cores. 

The major point to know here is about 
predictability: an application developer 
should know (or at least have an idea) of 
where the software will execute and 
therefore be able to properly prepare. This 
is important because, as it was 
commented, not all Nvidia code can be 
properly emulated into AMD GPUs, so the 
developer can choose one (or both) and 
adjust accordingly with some 
compromises.  

While not related to AI, a common saying is 
that the best systems to work with are the 
ones that don’t change. This explains why 
console-based video games (i.e., Sony 
PlayStation, Nintendo Switch) are a popular 
choice for game development as the 
predictability of knowing what hardware 
you have allows them to extract the 
maximum performance even several 
years after these consoles were released.

Operating system

Windows is by far the most popular 
operating system for most users, but 
developers are not always very fond of it. 
Instead, it is very common to use Linux, and 
its distributions, to do development. By 
“distributions”, we mean Debian, Ubuntu, 
Arch Linux, Alpine Linux, and many others 
that are built on top of Linux, meaning that 
they use the same base but embed 
different libraries, interfaces and tools 
according to the needs of their users. Think 
of it as an apartment complex with the 
same fundamental architecture but each 
distribution is like an apartment with its 
own furnishings.

Linux, developed by Linus Torvalds from 
Finland, is free and open source, and many 

of the tools built for that operating system 
follow similar patterns, which makes 
development easier (as you can modify 
the tool yourself). 

There are also many other reasons why 
Linux is widely used, including its security 
and execution model. Not only this, but 
Linux has also been so successful that 
Windows has an extension, named 
Windows Subsystem for Linux, that runs a 
full Linux distribution inside Windows itself 
and thus developers can use it inside 
Windows.

MacOS, developed by Apple, falls close to 
Linux, as a close cousin. Mac evolved to be 
different than both, but its ancestry is 
based on an operating system from the 
70s called Unix, and Linux was originally 
conceived as being Unix-like. Both MacOS 
and Linux use several concepts from this 
Unix system, which allows a degree of 
portability between both operating 
systems, hence why Macs are popular 
among developers as well. 

There are naturally many other operating 
systems, and variations of them. Some of 
the Linux variants are customized by some 
companies and not really meant for use in 
“normal” contexts; for example, Hewlett 
Packard Enterprise (which built LUMI, 
Finland) deploys a variant named SUSE 
Enterprise Linux in its supercomputers and 
contains optimizations for such an 
environment.

Developing unique environments does 
means that the developer must be aware 
that they will need to adapt to the 
conditions. Google has ChromeOS, in its 
Chromebooks, which uses a different set of 
technologies than the ones discussed in 
this guide as they are developed entirely 
for being used online-only.

An application developer 
should know (or at least have 
an idea) of where the software 
will execute and therefore be 
able to properly prepare



11

Libraries

Another very relevant aspect of software 
development are the libraries, which is the 
existing code that aids software 
development so one does not have to 
reinvent the wheel every time when writing 
code. 

The "ecosystem" of libraries is highly 
dependent on the programming language 
one chose to create the application. Each 
language has its own intended use: for 
example, JavaScript and PHP are often 
associated with web applications, while 
C++ and Rust are associated to 
applications that runs in the system itself 
or require high-performance. Python has 
gained popularity as a language for 
scientific computing, and artificial 
intelligence overall.

The reason libraries matter so much is that 
they save enormous amounts of time. 
Instead of writing your own code to, say, 
read a CSV file or make a web request, you 
just grab a library that someone already 
wrote, tested, and maintained. In the AI 
world, this is especially relevant: 
frameworks like PyTorch and TensorFlow 
are massive libraries that provide all the 
building blocks for creating and training 
neural networks, so researchers and 
engineers can focus on the model itself 
rather than on the low-level math 
operations that compose them.

However, libraries are not without their 
headaches. They have versions, and 
sometimes updating one library can break 
another because they depend on each 
other in specific ways; this is often called 
"dependency hell" and is one of the least 
fun parts of software development. Also, 
not all libraries are available or optimized 
for every platform. 
A library that works beautifully on an Nvidia 

GPU might not support AMD at all, which 
ties back to the early hardware discussion. 
This is why tools like  containers (e.g., 
Docker, Singularity) have become so 
popular: they package your application 
together with all its libraries and 
dependencies into a neat box that can run 
(almost) anywhere, reducing the classic 
"but it works on my machine" problem (see 
discussion in Chapter 3).

Application

Before your code can run, it needs to be 
translated into something the machine 
understands. Some languages (like C++ 
and Rust) are compiled, meaning the 
entire program is translated upfront into 
fast machine code before it ever runs. The 
advantage is speed: compiled programs 
run very efficiently because all the 
translation work is already done. The 
downside is that you need to compile 
separately for each type of hardware and 
operating system. A program compiled for 
a Linux machine with an x86_64 processor 
won't run on a Mac with an ARM chip unless 
you compile it again for that target. 

This extra step makes development slower, 
but the result is software that squeezes the 
most out of the hardware.

Other languages, like Python, take a 
different approach: they are interpreted, 
meaning the code is read and executed 
line by line as the program runs. This 
makes development much faster and 
more flexible: you can write a code, hit run, 
and immediately see results without 
waiting for a compilation step. 

The trade-off is performance: because the 
translation to machine code happens on 
the fly, interpreted languages are 
significantly slower for heavy computation. 
This is why Python in the AI world leans so 
heavily on libraries like PyTorch and 
TensorFlow. 

These libraries are written in C++ under the 
hood, so when your Python code asks 

"The reason libraries matter so 
much is that they save 
enormous amounts of time... so 
researchers and engineers can 
focus on the model itself"
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PyTorch to train a neural network, the  
actual number crunching happens in fast 
compiled code. Python acts as the friendly 
interface where you design and control 
things, while the hard work is quietly 
handed off to optimized compiled code 
underneath.

Application development is extremely 
complex, and writing code that works is 
only the beginning. As discussed, thinking 
about where the application will run is 
important. An AI model that runs 

comfortably on a machine with eight GPUs 
will need significant optimization before it 
can run on a phone. On top of this, the 
developer must manage all the libraries 
and dependencies the application needs, 
make sure they work together without 
conflicts, and ensure that the whole 
package can be reliably installed and 
updated on whatever system the end user 
has. This is a very big task by itself. And 
then comes the need for maintaining it, 
keeping it up to date with good security as 
technology evolves, and with all other 
software on which it depends.
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Nowadays, a lot of people refer to large 
language models tools, such as ChatGPT 
or Gemini, as “Artificial Intelligence.” While 
this is not wrong, the meaning of the term 
itself is much broader. 

AI is all about identifying patterns to solve 
problems in the same way that humans 
do, and the study of this discipline is nearly 
as old as the computer itself. This discipline 
has been classically categorized in 
different sub-areas according to the 
techniques that are utilized.  

When discussing AI in meetings, it is highly 
useful to categorize it into two main types 
based on what the model is trying to 
achieve: Predictive AI and Generative AI. 

• Predictive AI analyzes existing data to 
recognize patterns, make forecasts, or 
categorize information. It is designed to 
understand what is already there. For 
example, a model that predicts 
whether an email is spam, or the dog 
breed classifier we will discuss shortly, 
are both Predictive AI. They don't create 
new data; they simply label or forecast 
based on learned patterns.

• Generative AI is designed to create 
new, original content. Instead of just 
analyzing existing data, it generates 
entirely new text, images, audio, or 
code based on user instructions 
(prompts). Tools like ChatGPT (for text) 
or Midjourney (for images) fall into this 
category.

Chapter 2: AI

The EU definition
The AI Act, established by the European Union in 2024, defines an AI System as: “a 
machine-based system that is designed to operate with varying levels of autonomy and 
that may exhibit adaptiveness after deployment, and that, for explicit or implicit 
objectives, infers, from the input it receives, how to generate outputs such as predictions, 
content, recommendations, or decisions that can influence physical or virtual 
environments.”
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The machine learning domain and its 
subsets is, by far, the most used and 
studied domain from artificial intelligence 
on both academia and at companies, 
which also includes techniques such as 
deep learning and large language models. 
In practice, it concerns statistical 
algorithms that can learn from data and 
generalize from that, meaning that your 
model will be able to also predict on 
unseen data. This whole process is what 
we usually call as “train a (statistical) 
model”, regardless of it being “predictive AI” 
or “generative AI.”  

The relationship between models and data 
can be tricky, but there are two major 
concepts you need to keep in mind. First, 
the specific data you use matters a lot. If 
you train a model exclusively on photos of 
dogs, it isn't going to know how to detect 
cars. A model simply cannot generalize to 
wildly different "unseen" data. If you show it 
a car, it might still spit out a guess, but it 
won’t be a good one. Second, the 
distribution of your data is just as crucial. 

Let's say you want your model to identify 
different dog breeds, but your dataset has 
95 photos of Golden Retrievers and only 1 
photo of each of 5 other breeds. Because 
the data is so unbalanced, the model won't 
learn the unique features that tell the 
breeds apart. Instead, it will just take the 
easy way out and heavily skew its guesses 
toward the breed it saw the most (i.e., it is 
mostly likely to just say it is a Golden 
Retriever in most cases). 

We have been talking about dogs and cars 
so far, but in practice this is not how it 
happens in real life, and the model will 
never say, in actual words, “This is a Golden 
Retriever.” Rather, what it outputs are the 
different probabilities of the dog being a 
Golden Retriever and/or another breed (i.e., 
number), and it is always up to the 
researchers/engineers to translate and 
interpret what each number represents.

But now that you trained your model, you 
might want to ask how do we optimize or 
evaluate it (i.e., was our training 
successful)? The most common way is to 

split your dataset into 3 parts: the training 
dataset, the validation dataset, and the 
test dataset. The first is used to train all the 
models based on whatever algorithm you 
want to use. 

Then, you will have the need to optimize 
what is called the hyperparameters of the 
model, and this should be done with the 
validation dataset. Finally, you want to see 
how the model will perform in the unseen, 
but related data, and this is where you use 
the test data. 

Comparing them can seem quite 
straightforward in one of the several 
existing metrics, such as the accuracy 
(number of correct answers compared to 
the ground truth) or more specific metrics. 
However, if you want to compare more 
subjective data, for example, the best text 
or image  generation, this might involve 
other techniques that involve humans or 
even AI models assessing the results from 
other models. 

Now we dive back into machine learning 
and the several paradigms, or 
classification of algorithms, that comprise 
it. To know how the classification of 
algorithms work is important because it 
establishes the relationship of an 
algorithm with the data it processes. 

The data you have can be either 
structured or unstructured, labeled or 
unlabeled. 

Structured data is often data that fits into a 
table, with well-defined columns/rows or 
has some other form of clear structure 
(i.e.e.g. some JSON/XML that follows a 
standard schema), while unstructured 
data is pretty much the opposite: no order 
at all. 

When data is labeled, this means that the 
expected output for that data often exists. 
If you get a photo of a dog and want to 

The anatomy of a computer



15

label it, the label would be potentially “Dog”, 
while a photo of a Cat would be potentially 
be “Cat”. The unlabeled data has, as its 
names also implies, no labels. And this 
affects the types of algorithms below. 

Supervised learning

Think of this as when the model goes to a 
school and learns by examples with a 
teacher. The data used for training is 
always labeled, and some tasks in which it 
is used can either be for classification (find 
out if A or B, for example) or regression 
(find a value given several others). 

An example, seen in Figure below, is trying 
to adjust a curve to classify the points 
based on the existing values.

Unsupervised learning

This is where the model goes to school but 
gets placed in a library to study by itself. 
The model attempts to find different or 
hidden patterns in the data. 

A highly common task is clustering, which 
is essentially discovering whether a certain 
data point belongs to one class or another.

Reinforcement learning

The model learns through experience, 
essentially by trial and error. The model 
observes its current state, chooses an 
action, and receives a reward signal based 
on the outcome (for example, increasing 
the score in a game after each attempt). 

Over time, the model learns to repeat 
behaviors that maximize the accumulated 
reward and is able to reproduce them later 
on. 

One problem is that the model can also 
learn undesired behaviors: in the racing 
game Forza Motorsport, AI opponents were 
trained on the driving patterns of real 
players and ended up learning to ram 
other cars off the road, because that 
aggressive behavior was common among 
human players. 

Neural networks

One of the most important families of 
algorithms in machine learning is 
(artificial) neural networks, loosely inspired 
by the neural connections in the brain. 

Research on neural networks dates to the 
1940s, with researchers proposing the first 
mathematical model of a neuron in 1943. 
Before diving into how they briefly work, 
let's go through the key elements of it.

A neural network can have several input 
nodes and output nodes, depending on 
the task being performed (e.g., 
classification, regression). 

“Neurons” are connected to each other, 
with the output of one feeding into the 
input of another. Each connection has an 
associated weight that determines the 
"strength" of that connection, and these 
weights are adjusted during training. 

Essentially, training for a neural network is 
the process of figuring out the right 
weights. In most artificial neural networks, 
neurons are organized into layers. Signals 
travel from the input layer to the output 
layer, possibly passing through one or 
more intermediate layers called hidden 
layers. The image below shows an example 
of a neural network with several layers.

Until around 2010, neural networks tended 
to be fairly small, which limited the kind of 
problems they could solve. Around that 
time, a few things changed: computers got 
a lot more powerful (especially thanks to 
GPUs), much larger datasets became 
available to learn from, and researchers 
found better techniques for training bigger 
networks, with a bigger number of layers 
and neurons. 

These larger networks became known as 
deep neural networks, and the field is 
broadly called deep learning.
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Deep learning requires extensive training 
on example data that shows the network 
what output it should produce for a given 
input (i.e., supervised learning, as discussed 
before). 

One classic application is image 
classification: the network is trained by 
being shown a large set of labeled images 
and, once trained, it should be able to take 
a new image and correctly classify its 
contents. 

The training data typically needs to be 
quite large, often thousands or even 
millions of examples. For this reason, deep 
learning is not suited to every problem and 

should be seen as one of many machine 
learning techniques available. It's also 
worth noting that training these models 
can require a lot of computing power, and 
they can act like "black boxes:" they give 
you an answer, but it's often hard to 
understand exactly why.

Despite this, there are several areas where 
deep neural networks really shine. These 
include recognizing patterns and objects, 
segmenting images or other types of data, 
translating between different forms of 
data (such as language translation), and 
generating new data that looks like the 
training data, which can be used to create 
synthetic datasets, art, and videos. 

Precision and quantization
When you run an advanced scientific workload, the more precise the numbers are, the 
better the results will be. Therefore, we often execute these operations in what we call 
“double precision”, or FP64. The "FP64" comes from the fact that the numbers in these 
operations are all represented with 64 bits (or binary digits). There is also the “single 
precision”, represented by FP32.

Does the same apply to neural networks and LLMs (discussed next)? Yes, as they consist 
of essentially a massive amount of addition and multiplication operations, but they 
work a bit different. It turns out that you can reduce the precision of these operations 
and the output will be only slightly worse (as often measured through well-structured 
computational benchmarks). Therefore, not only has FP16 (16 bits) become standard, but 
going all the way down to FP4 or even FP1 (a single zero or one, binary) is common. This 
process of reducing precision is called quantization, and it has the benefit of 
decreasing the actual size of the model and, since the numbers are smaller, also 
making inference faster.

INPUT OUTPUTLAYERS

NODE WEIGHTS
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Large Language Models (LLM)

While Sam Altman revealed ChatGPT to the 
world in late 2022, the foundations were 
actually laid back in 2017 by researchers at 
Google with a highly acclaimed paper 
called "Attention is All You Need." This paper 
introduced the Transformer architecture, a 
new way of building neural networks that 
turned out to be a game-changer. At its 
core, a Large Language Model (LLM) is 
really just a very large neural network with 
lots of layers and billions of parameters 
(those weights we mentioned earlier). 

However, what makes Transformers 
special is the "attention" mechanism that 
lets the model figure out which parts of the 
input are most relevant to each other. For 
example, in a long sentence, attention 
helps the model understand that a word at 
the beginning is connected to a word 
much further along, rather than just 
looking at neighboring words. 

This ability to capture long-range 
relationships is a big part of why modern 
LLMs are so good at understanding and 
generating text. 

Furthermore, while LLMs were originally 
designed for a simple task, which is 
predicting the next word in a sentence, 
they turned out to be capable of much 
more than that. As they grew larger and 
were trained on more data, unexpected 
abilities started to emerge, such as text 
translation, summarization, answering 
questions, writing code, and even 
reasoning through multi-step problems. 

These are often called "emergent 
capabilities" because they weren't 
explicitly programmed in: they just 
appeared as the models scaled up. 

Naturally, as the amount of data and the 
size of the neural network increased, the 
answers naturally improved while the cost 
and complexity of creating a model also 
grew. The training of GPT-3 is estimated to 
have cost around $10 million dollars in 
compute, while GPT-4’s costs are 
estimated to be over $100 million dollars. 
The figure below illustrates how much the 
models grew in parameters from 2018 to 
2024.

Source: Gerstmayr, Johannes & Manzl, Peter & Pieber, Michael. (2024). Multibody Models 
Generated from Natural Language. Multibody System Dynamics. 62. 249-271. 10.1007/
s11044-023-09962-0. 
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The Turing test
Back in the 1950s, Alan Turing, one of the founding figures of computer science, 
proposed what became known as the Turing Test. The idea was simple: if a machine 
can hold a conversation and a human can't tell whether they're talking to a person or a 
machine, then that machine could be considered intelligent. It's been one of the most 
influential benchmarks in AI ever since.

In 2022, a Google engineer made headlines after having conversations with Google's 
large language model LaMDA. He became convinced that the model was sentient, that 
it had genuine feelings and awareness. After an internal review, Google disagreed and 
ultimately fired him. The consensus among researchers was that LaMDA was doing 
what LLMs do extremely well: generating convincing, human-like text by predicting the 
most likely next word based on massive amounts of training data. It was so good at this 
that it could easily pass the Turing test, but that didn't mean it was actually thinking or 
feeling anything.

This brings up an important point: LLMs don't really "think" the way we do. They're 
incredibly good at producing text that sounds intelligent, but under the hood they're 
doing sophisticated pattern matching and statistical prediction. It's a good reminder 
that passing the Turing test might say more about how convincing language can be 
than about whether a machine truly understands anything.

Hallucination and guardrails
As has been pointed out, generative models rely heavily on data. As the amount of 
training data grows, it becomes increasingly difficult to ensure its quality. Even 
reputable sources can contain inaccurate, biased, or inconsistent information, and all 
that gets baked into the model. This is one of the reasons why generative models can 
sometimes produce incorrect or misleading outputs, a phenomenon often called 
"hallucination."

The transformer architecture, and in 
particular the "attention" mechanism also 
helped give rise to models that work with 
images, video, and audio. Most of these are 
still built on neural networks, but they use 
different techniques than the LLMs we 
discussed earlier. 

Image models like Stable Diffusion, for 
example, use a process called diffusion, 
where the model learns to gradually turn 
random noise into a coherent image, while 
using attention to understand the text 
prompt guiding the generation. 

There are also the multimodal models, 
which can work with more than one type of 
data. An example is giving to the model an 
image or an audio clip alongside a text 
prompt and asking them to do something 

with it. Some models are multimodal on 
the input side (what you can put into as a 
user), some on the output side (what the 
model can produce), and increasingly they 
handle both. 

Google's Gemini is a good example as it 
was designed from the ground up to be 
multimodal on both inputs and outputs, 
handling text, images, audio, and video all 
within a single model.

As discussed in the beginning of this 
chapter, all of these models together (LLMs, 
image generators, video models, 
multimodal systems) make up what we 
now broadly call "Generative AI:" AI that 
creates new content rather than just 
analyzing existing data.
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Another challenge is on the user side. Model providers are not always able to control 
who uses their models and what they use them for. This can lead to misuse, such as 
generating misinformation, deepfakes, or content that may be illegal in certain 
jurisdictions depending on local legislation. 

One of the most common approaches to addressing these issues is the use of 
guardrails. These are system-level instructions and safety filters that guide how the 
model behaves in certain situations. For example, if you ask a health-related question, 
the model might provide some general information but also remind you that it's not a 
doctor and that you should consult a medical professional for real advice. Similarly, 
models are typically instructed to refuse requests for things like generating malware, 
violent content, or impersonating real people. 

Guardrails are not perfect: they can be overly cautious at times or bypassed with clever 
prompting, but they're currently one of the main tools for making generative AI safer 
and more responsible. Different models are equipped with more or less guardrails, 
depending to which situation they are going to be used.

How do we build an LLM?
There are several steps in constructing an 
LLM from scratch. Having the knowledge of 
how they are built allows us to understand 
them better. In practice, the whole process 
of building a commercial LLM can be 
divided into three steps, with a fourth being 

This is probably the most technical part 
of the book, feel free to skip to the next 
subsection if you don’t have the need to 
know the inner workings of LLMs.
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added in case of the necessary 
customization.

Stage 1 - Building an LLM: This is the design 
phase where the decisions regarding the 
model are made. You gather and prepare 
the training data, choose the model's 
architecture (how the neural network is 
structured), and define the attention 
mechanism that allows the model to focus 
on relevant parts of the input. Think of it as 
drawing the blueprint before construction 
begins.

One relevant aspect in data preparation 
and gathering is the tokenizer, which 
essentially defines how words will be 
transformed into numbers (i.e., tokens) to 
be processed by the model. 
The tokenizer often creates a look-up table 
with a long list of words and/or subwords 
to ensure the conversion between words 
and numbers is consistent. Tokenizers 
might perform better in one language than 
others, but as a rule of thumb, 1 token is 
roughly 4 characters, which can be 
thought of as equivalent to about 0.75 of a 
word. We will come back to this when we 
discuss context.

Right, so the data is now converted to 
tokens. How much data do we need to 
build this initial model? And the answer is: 
the more the better. In 2025, it is estimated 
that some models were trained on over 15 
trillion tokens (e.g. Llama 3). 

For comparison, the whole Wikipedia has 
"only" about 5.5 billion tokens, while the 
whole ArXiv (a preprint repository for 
scientific papers) has not much more than 
10 billion tokens. Therefore, it is an 
increasing challenge for builders to find 
more data to make larger and more 
complex models, especially if they are 
restricted to open data.

Stage 2 - Foundation model: This is where 
a pretraining happens, mostly in an 
unsupervised (unlabelled) way. The model 
reads through enormous amounts of text 
and learns patterns in language 
(grammar, facts, reasoning, style) by 
repeatedly predicting the next word. Once 

trained, you evaluate how well it performs, 
and the resulting foundation model can 
potentially be reused or adapted for many 
different purposes. At this point, the model 
is knowledgeable but not yet helpful in a 
conversational sense.

In practice, the model has acquired text 
completion and generation as its core 
ability, but this also brings other 
capabilities by default, such as world 
knowledge (up to the date of the training 
data), language understanding (including 
translation), and in-context learning, where 
you can provide a few examples in the 
prompt and the model will be able to 
generalize based on the pattern. Other 
capabilities, for example the ability to solve 
problems more reliably, come at the next 
stage. At this stage, you have what we call 
a foundation model, exactly because what 
it is: it is the basis for all other models.

Stage 3 - Alignment training: This is where 
the model learns to be a good assistant. 
Through supervised fine-tuning (with 
labelled data), the model is shown 
examples of high-quality conversations 
and learns to follow instructions. Through 
another technique called reinforcement 
learning, it's further refined based on 
human preferences, so it gives better, 
safer, and more useful answers. This stage 
bridges the gap between "a model that 
can generate text" and "a model that 
actually helps people." This is why, in some 
commercial models, you are presented 
with two responses and asked to choose 
one:  this is literally helping the model to 
improve.

Naturally, so far, we have been talking 
about text models. A similar process 
happens for image, video, and audio 
models. To create such models, one would 
need to transform images into patches, 
audio into waveforms, and add the 
temporal dimension for videos. For the 
foundation models, you need to train on 
image-text pairs (e.g., descriptions of the 
images being trained on), while audio 
models are trained with speech paired 
with transcriptions. The training objectives 
also change: instead of "predict the next 
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LLMs and mathematics
Language models cannot think by themselves, and therefore they cannot perform 
mathematics; simple questions can yield totally wrong answers, since their core 
capability is predicting the next token in a sequence, not doing arithmetical operations. 
Because mathematics is such a big part of everyone's lives, several interesting solutions 
have been created to work around this limitation.

The most evident is so-called "tool calling." The LLM can detect patterns in the input and 
separate the operands and operations of a given problem. When this happens, the 
model calls an external tool (e.g., a calculator, a code interpreter, or even a symbolic 
math engine) that can perform the operations correctly. The result is then fed back into 
the model, which uses it to compose a coherent response. In a sense, the LLM acts as an 
orchestrator: it understands what needs to be computed, delegates the how to a 
reliable tool, and then presents the answer in natural language. This technique is also 
used in many other contexts, such as searching on the web, or to use the tools 
integrated accessible through MCPs, as discussed later.

Another clever solution, which has been very used as of 2026, is the "chain of thought" 
prompting, where the model is encouraged to break a problem down into smaller, 
sequential steps before arriving at an answer. Instead of jumping straight to a final 
result (where it is very likely to hallucinate), the model reasons through intermediate 
steps, much like a student showing their work on an exam. This doesn't give the model 
true mathematical understanding, but it dramatically reduces errors on arithmetic and 
logic problems by keeping each individual step simple enough for the model to handle. 

word," it becomes, for example, 
"reconstruct a masked portion of an 
image," "generate audio from a 
spectrogram," or "predict what comes next 
in a video."

For the alignment training, the same 
philosophy applies but the feedback 
becomes multi-modal. Human annotators 
evaluate whether a generated image looks 
realistic, whether a video is coherent 
across frames, or whether an audio 
response sounds natural. The criteria also 
expands and for image models you care 
about visual fidelity and avoiding harmful 
or misleading visual content, while for 
audio models naturalness and tone 
become important. In many ways, 
alignment is harder for these modalities 
because harmful content in images or 
video can be more immediate and visceral 
than in text.

Finally, an important word when dealing 
with LLMs is context. As the name itself 
implies, this refers to how many tokens can 
be kept inside the “memory” of the LLM 

before it starts to, for example, hallucinate. 
An example is that if you are writing a very 
long book, the LLM can still have into the 
memory all the happenings of the first 
chapter, until you cross a certain threshold 
(the limit of the context) where this 
beginning is lost and therefore the same 
can be told to the references to actions of 
characters that did something in that 
chapter. A 64K context means that 64 000 
tokens can be stored in an LLM, roughly 
converting to 48 000 words: the size of a 
book such as The Great Gatsby or, in 
Swedish terms, twice the size of Pippi 
Longstocking by Astrid Lindgren.  

A 256K context is roughly the size of the first 
book from The Lord of The Rings series 
(“The Fellowship of the Ring”, 182 000 
words). As of 2026, LLMs have already 
peaked over 1M in terms of context, which 
allows even more freedom of use.

Context is particularly important in tasks 
such as coding very complex applications 
where the model needs to know many files 
to establish the relationship between them 
and propose new changes to it.
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A third approach worth mentioning is fine-tuning on mathematical datasets, which we 
will see soon. Models like Minerva and Llemma (not to be confounded with Llama) were 
trained on large corpora of scientific papers, textbooks, and problem sets, giving them 
a much stronger prior for mathematical notation and reasoning patterns. These 
models still don't understand math in the way a human does, but they are far less likely 
to make basic errors because they have been exposed to millions of correct derivations 
during training.

Despite all these advances, it is important to keep expectations grounded. LLMs remain 
fundamentally statistical models: they are excellent at pattern matching and can 
simulate reasoning to a surprising degree, but they lack the formal verification that true 
mathematical systems provide. For critical applications, the safest strategy is still to pair 
an LLM's natural language understanding with deterministic tools that guarantee 
correctness.

Customization

Let’s say that, at this point, you have a 
model that is quite general in its 
knowledge. Examples of existing popular 
model names are the gpt-oss, Llama, 
Nemotron and the Qwen series. But you are 
in a company and still have to attend the 
meeting that we mentioned in the 
introduction a few minutes from now on.

The most common question to a company 
is: How can you add value to an existing 
model and build your own solution?

We need to recall that the value of the LLM 
is heavily dependent on the data it has 
been trained on. If the LLM has been 
trained in almost no data of Ainu, a 
language from Northern Japan with only 
about 15 speakers, it will naturally perform 
very bad in the tasks related to it, such as 
translation or generation. 

This is true even for languages such as 
Latvian, with 2 million speakers, where the 
model might not be trained in much 
original material and therefore use slangs 
from 20 years ago (an actual observation 

from a Latvian colleague). This fact is 
usually where the opportunity gap for the 
companies developing their own model is: 
by adding specialized knowledge, a model 
becomes unique and hence creates value.

A typical example is adding knowledge of 
company documents for a chatbot that 
can aid employees, or adding highly 
specialized information regarding 
diagnosis of certain diseases to aid 
medical doctors when they have data of 
their patients, or even just adding more 
data to make the model up-to-date with 
recent knowledge. You can also add 
personalized instructions on how the 
model should behave.

There are three major ways to do this, 
namely: Fine-Tuning, Retrieval Augmented 
Generation (RAG), and Prompt Engineering, 
and a hybrid approach mixing these. The 
image below shows how these relate 
between its complexity of implementing, 
how much the model actually changes 
and the amount of data that you need 
(size of the bubble) to actually perform it.



23

LLM optimization complexity, model change 
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Fine tuning retrains the pretrained model 
on a smaller, more focused set of training 
data to give this domain-specific 
knowledge. This is usually done in 
supervised mode (e.g., there is labelled 
data) and the model updates its weights 
based on this new data. The upside of this 
technique is that it’s the fastest among all 
the techniques in terms of performance, 
but the downside is that the training may 
take a long time depending on the amount 
of data, and this data is ingrained into the 
model: to change, one needs to retrain the 
model. 

In contrast, RAG is much more dynamic. 
The model can be instructed to access a 
knowledge base (e.g., a set of company 
documents) to retrieve the necessary 
information. This is widely used in chatbots 
and is a very useful tool when the model 
has the need for information that is 
constantly changing. Some models (like 
ChatGPT, Claude or Gemini) also use RAG 
when they access the internet to check for 
news of questions that are extremely 
recent. The downside of this approach is 
the need to keep the maintenance of the 
document, and that models might take 
longer to reply as the document base 
grows up.

Prompt engineering is the simplest and 
doesn’t require any data at all. Rather, it 
works as natural language instructions on 
how the model should behave in certain 
circumstances: from tool calling to even 
providing answers (given that you also 
provide examples as well) in some format, 
and you don’t need to do any modification 
at all to the original model but rather just 
write in natural language.

Many companies mix one or more 
technique to create hybrid approaches, 
with RAG + Fine-Tuning being a very 
common combination. Other companies 
gets a large model and makes it very 
specialized in some tasks: that’s what we 
call a “LoRA” (Low-Rank Adaptation), where 
smaller (but very specific to the new 
dataset) layers are added to the base 
model: for example, this can be used to 
train an image model to only follow a 

certain style of an artist. LoRAs are the 
most widely used technique from the 
Parallel Efficient Fine Tuning (PEFT) family, 
which comprises other similar techniques 
in equivalent line of thought.  

Some models can perform well in tasks 
they were not originally developed for. 
Imagine a model trained to play only Super 
Mario Bros, which is a side-scrolling game 
where it learns to run, jump, and navigate 
levels from left to right. If you now put that 
same model to play Sonic the Hedgehog, 
which follows the exact same structure, it 
will likely perform quite well without 
learning anything new. This is called zero-
shot learning: the model transfers its 
existing knowledge directly to a new 
situation. However, if you ask it to play 
Super Mario 64, a 3D platformer where the 
same goals apply but the world is now 
three-dimensional, it will struggle at first, 
since it now needs to understand depth, 
camera angles, and spatial movement it 
has never seen before.

Because it already understands platformer 
logic, though, you only need to feed it a few 
examples to get it up to speed: that's few-
shot learning. The broader idea behind 
both of these concepts is transfer learning: 
the ability of a model to leverage 
knowledge gained in one context to 
perform better and faster in a new one, 
even when the new task looks quite 
different from the original.

Supervised learning

Right now, we have been discussing only 
about models, and many of them (Claude, 
ChatGPT) live in your web browser. If you 
close it, they are gone, and many of them 
don’t have any autonomy. This last word is 
exactly what guides the idea of AI Agents: 
these are applications driven by one or 
more models that are able to take 
decisions by themselves. 

One of the most useful examples of 
agentic AI are the ones for coding. When 
you have an application like Claude Code 
or Open Code installed, and prompts it to 
build something, it actually uses different 
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agents (i.e., units of applications linked to a 
model) to plan your code, build the actual 
code and test the actual code, with this 
last part being done directly into your 
environment (e.g., executing Python, or 
running a web server).  This is the major 
difference from when talking directly on 
the web: the models are not allowed to do 
this sort of action from an internet browser.

Another example is the OpenClaw (from 
OpenAI) and the NemoClaw (Nvidia). These 
agents go even further by having several 
integrations with other applications, such 
as e-mails and messaging (like WhatsApp/
Telegram), or even with some aspects of 
your home (provided it is smart). Therefore, 
it is possible to have OpenClaw analysing 
your e-mails and answering them 
automatically if it concerns, for example, 
your availability.

These integration are only possible 
because of the idea of model-context 
protocol, or MCPs. These are the layer of 
integration between the model and the 
actual service to be connected, and 
virtually everything that you want to 
integrate may have an MCP. For example, 
Riksbanken has a MCP that connect to its 
database and is able to retrieve 
information regarding inflation, for 
example. It is worth pointing, however, that, 
building an MCP can be a very demanding 
case depending on which service you 
want to integrate or "predict what comes 
next in a video."

Legislation

There are two relevant pieces of legislation 
that most people dealing with AI systems 
should know: the GDPR  and the European 
AI Act.

The General Data Protection Regulation 
(GDPR) is a European Union law that 
governs how personal data (i.e., any 
information that can identify a living 
person) is collected and used. It applies 
across the entire EU, and crucially, it 
protects EU residents regardless of where 
the organization handling their data is 
located. The regulation does not apply to 
purely personal or household activities 

unrelated to any business purpose.

Organizations that collect or process 
personal data must follow a set of key 
principles outlined in the law. Data must be 
processed lawfully, fairly, and 
transparently. It can only be collected for 
specific, legitimate purposes and should 
be limited to what is strictly necessary for 
those purposes. Data must be kept 
accurate, stored only as long as needed, 
and handled securely at all times.

In many cases, individuals must give 
explicit consent for their data to be 
collected and for each specific use, with 
this consent being able to be withdrawn at 
any time. These individuals also have the 
right to access their personal data and 
information about how it is being used, as 
well as the right to request its deletion, 
known as the "right to erasure" or "right to 
be forgotten."

Organizations are required to implement 
technical safeguards to protect stored 
data. This includes pseudonymisation, 
which transforms personal data so it can 
no longer be directly linked to a specific 
individual, as well as encryption to prevent 
unauthorized access. GDPR also places 
specific restrictions on the use of AI 
systems that make automated decisions 
about individuals, particularly when those 
decisions produce significant effects. In 
such cases, individuals have the right to 
request human review and to receive a 
meaningful explanation of the logic 
involved.

Non-compliance with GDPR can result in 
substantial fines. Depending on the 
severity of the violation, organizations can 
be fined up to €10 million or 2% of their 
global annual turnover, or in more serious 
cases, up to €20 million or 4% of global 
annual turnover, whichever is higher.
It should also be noted that you should 
also be aware on how your own 
information is used when you are using 
private AI models. Any model that is not 
running directly on your computer (which 
few of the most common models do), will 
send your data to the servers of the 
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company owning the model. The different 
models then have different ways of 
handling that information, where paying 
users usually have options to not have the 
information used in training the model 
further, but where free versions may use 
your data to do so. So when you are 
sharing information with a model, 
especially sensitive data, you should make 
sure to know how it is being processed.

Meanwhile, the AI act classifies AI systems 
(see the EU definition in the first part of this 
chapter) according to its risk in a scale: 
minimal risk (AI enabled video games, 
spam filters), limited risk (chat bots, 
deepfakes), high risk (e.g., automated 
processing of personal data to assess 
aspects of a person’s life, or used as a 
safety component), and unacceptable risk 
(e.g. social scoring systems, facial 
recognition databases), with the last one 
being prohibited, with the law being 
geared mostly towards high-risk AI. 
Minimal risk AI is unregulated, while only a 
small section of the law handles limited risk 
where developers must ensure that end-
users are aware that they are interacting 
with AI.
The AI Act also draws an important 

distinction between the different actors 
involved in bringing an AI system to 
market. On one side are providers, 
consisting of the companies or individuals 
who develop and place an AI system on 
the market. On the other side are deployers 
(sometimes called users in the legislation), 
which are the organizations that use a 
ready-made AI system in their own 
products or services. 

For high-risk AI systems, providers carry the 
heavier burden: they must ensure their 
systems meet strict requirements around 
transparency, data governance, accuracy, 
and human oversight before deployment, 
and must register their systems in an EU 
database. 

Deployers, in turn, are responsible for using 
those systems as intended and for 
monitoring their performance in real-world 
conditions. This split matters in practice 
because it determines who is accountable 
when something goes wrong, and it 
reflects a broader philosophy in the 
regulation: that responsibility should sit 
closest to whoever has the most control 
over how the AI system is designed and 
used.
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You have developed your model, and 
potentially your product, and you are 
ready to show it to users and to the world. 
The HPC environment we have been using 
so far is often not suitable for this task, and 
there are several reasons for it:

• No service-level guarantees: Many of 
these machines are hosted by public 
institutions such as universities and 
research centers, whose core activity is 
not offering cloud services. As a result, 
they are often not interested in 
providing the safeguards that 
commercial providers offer, such as 
on-call personnel or multi-zone 
redundancy. With a cloud service 
provider, it is often that if your service 
exceeds roughly 52 minutes of 
downtime per year (violating a 99.99% 
availability guarantee), you are entitled 
to some sort of compensation or 
refund. Meanwhile, CINECA (Italy) has a 
target KPI for Leonardo of 97%, which is 
roughly 11 days per year, but there are 
no consequences if the machine has a 
bigger downtime than that. 

• Different software stacks: HPC 
systems are built for raw performance, 
while your major concerns when 
running user-facing services are more 
about scalability ("what happens if too 
many people access the service at the 
same time?") and upgradeability ("how 
do I roll out a new version without 
downtime?"). These different priorities 
led the cloud and HPC ecosystems to 
develop distinct software stacks that 
cater to their specific needs. You can 
run HPC workloads on cloud 
infrastructure and cloud-style services 
on HPC clusters, but these remain niche 
configurations in most cases

• Access and networking constraints: 
HPC systems are typically designed for 
batch workloads submitted through 
job schedulers (such as Slurm, 
discussed in Chapter 1), not for serving 
persistent endpoints accessible from 

the public internet. Exposing a model 
behind an API or web interface often 
requires open ingress ports, TLS 
certificates (the “https” you see on the 
web), DNS records, and load balancing: 
things that are straightforward on a 
cloud platform but can require 
significant workarounds (or may simply 
not be permitted) on a shared 
academic cluster.

However, cloud computing is much more 
present than HPC environments, especially 
because the influence of major 
hyperscalers (e.g., AWS, Microsoft, Google), 
and therefore it is not uncommon for 
many companies to do their whole 
product cycle (from development to 
production) exclusively in the cloud.

That said, we talk a lot about the cloud, but 
how it is defined? One of the most 
common definitions is given by the United 
States’ National Institutes of Standard 
(NIST), which classifies cloud computing as 
a “model for enabling ubiquitous, 
convenient, on-demand network access to 
a shared pool of configurable computing 
resources (e.g., networks, servers, storage, 
applications, and services) that can be 
rapidly provisioned and released with 
minimal management effort or service 
provider interaction.” The document goes 
further and also describes three service 
models and four deployment models.

The deployment models are public cloud, 
community cloud, hybrid cloud, or private 
cloud. A public cloud is operated by a 
commercial provider and makes 
resources available to anyone willing to 
pay, with the provider handling all the 
underlying hardware and operations, think 
of essentially the major providers. A private 
cloud, by contrast, is infrastructure 
dedicated to a single organization, either 
hosted on-premises or by a third party, 
offering greater control over security, data 
residency, and configuration at the cost of 
having to manage (or pay for) that 
infrastructure yourself. A community cloud 

Chapter 3: Cloud computing
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sits somewhere in between: it is shared by 
several organizations with common 
interests or requirements, such as 
universities in a national research network, 
or hospitals bound by the same regulatory 
frameworks, allowing them to pool 
resources and costs while maintaining 
policies tailored to their shared needs. 

Finally, a hybrid cloud combines two or 
more of these models, letting an 
organization keep sensitive data or 
steady-state workloads on a private cloud 
while bursting into a public cloud for peak 
demand, or using a community cluster for 
heavy compute while serving users from a 
public provider. In practice, most real-
world deployments end up being some 
flavor of hybrid, since few organizations 
find that a single model fits all of their 
needs.

The service models are Infrastructure as a 
Service (IaaS), Platform as a Service (PaaS), 
and Software as a Service (SaaS). The first 
one is where you rent essentially the 
hardware itself, managed by the cloud 
provider, but you have to deal with 
everything from the operating system to 
the actual application; this is often 
provided in forms of virtual machines, for 
example. The PaaS has the underlying 
infrastructure managed to you, such as 
the “Kubernetes as a Service” where you 
can just deploy your own container with 

the application and not have to worry 
about anything else. And SaaS is exactly 
what it says: only the software, pretty 
much all the online systems in the cloud 
where you don’t have to worry about 
anything else. 

Pricing model

One important consideration that often 
gets overlooked is how pricing works in the 
cloud. It varies from provider to provider, 
but it's usually based on the amount of 
resources you consume, such as CPU, 
memory, and GPU, with some services 
billing at per-second granularity. Storage is 
typically charged by the amount you use, 
and network traffic is billed separately too 
(for example, the volume of data flowing in 
and out of your nodes). 

If you rely on extra managed services 
(such as Managed Kubernetes, which we'll 
discuss below), those usually come as an 
additional fee on top of what you're 
already paying for the underlying 
resources. As a result, comparing the cost 
of running in the cloud against owning 
your own hardware or using a proprietary 
solution can get surprisingly complex, and 
the answer is rarely obvious.

A typical example is a company that 
currently uses proprietary AI models on a 
pay-per-token basis and is considering 
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developing its own models, running open-
source alternatives, or simply exploring 
whether self-hosting would be cheaper in 
the long run. Big AI providers benefit from 
enormous economies of scale: they serve 
millions of concurrent users, which lets 
them negotiate better hardware deals and 
optimize their infrastructure in ways a 
smaller player can't easily match. So a 
company thinking about moving away 
needs to carefully work out the break-even 
point: how many concurrent users does 
my service need before self-hosting 
becomes cheaper than paying per token? 

And even if it's not strictly cheaper, does 
running my own models add enough 
value, whether in terms of control, privacy, 
customization, or compliance, to justify the 
migration costs anyway? These are not 
easy questions to answer, and the 
conclusion depends heavily on how each 
specific pipeline is built and what the 
company actually needs from it.

Imagine you run a company and you've 
bought your own server to host your 
infrastructure. You want to run several 
applications on it: HR, Payroll, and a few 
tied to your core product. Running them all 
directly on the machine "as is" creates two 
problems: performance and security. 
Performance suffers because the apps 
can interfere with each other: a spike in HR 
usage might slow Payroll to a crawl. 
Security suffers because if one application 
gets compromised (imagine different 
development teams, each with their own 
practices), the whole system is at risk.

Virtual machines (figure below, left) were 
the classic way around this. A virtual 
machine is essentially a "computer inside a 
computer:" a slice of the CPU, memory, and 
disk is reserved and used only for a specific 
task. By running several VMs, you can fully 
isolate your applications, each with its own 
operating system (or multiple instances of 
the same one) and its own set of 
dependencies. VMs can even emulate 
different hardware entirely, meaning that 

an x86 processor can emulate an ARM 
processor (see Chapter 1), and vice versa. 
The catch is a significant performance 
cost. When a server runs more than one 
VM at a time, a piece of software called a 
hypervisor manages how resources are 
shared between them.

The downside of VMs is that, even when 
they're not emulating different hardware, 
they add a noticeable performance 
overhead compared to running an 
application directly. This is where 
containers (figure below, right) come in as 
a lighter alternative.

Containers rely on a specific Linux feature 
that isolates a process's resources (CPU, 
memory, and so on) directly within the 
operating system, without needing a layer 
closer to the hardware. The core of the 
operating system is shared across all 
containers, but each container has its own 
dependencies and runs its application in 
full isolation from the host system. 

The result is something much lighter and 
faster than a virtual machine. Although the 
underlying technology is Linux-based, tools 
like Docker, Podman, and Apptainer/
Singularity (the latter widely used in HPC 
systems) make it easy to package and run 
containers on all platforms. On non-Linux 
systems such as macOS and Windows, 
containers typically run inside a full virtual 
machine behind the scenes rather than 
natively. 

Nowadays, containers are the most 
common way to deploy applications, and 
most web services run in a containerised 
fashion.

Virtual machines, containers, 
and orchestrators 

A virtual machine is essentially 
a 'computer inside a 
computer:' a slice of the CPU, 
memory, and disk is reserved 
and used only for a specific 
task.
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So far, everything we have discussed 
about containers and virtual machines 
applies to a single node, i.e. a single 
machine. But many applications need far 
more resources than one machine can 
provide. You want a way to manage 
several nodes (for example, servers), 
whether they share the same hardware or 
not, and deploy your several containers 
across them without having to worry too 
much about the details.

Enter the orchestrator. Orchestrators are 
tools built to do exactly that, and 
Kubernetes is by far the most widely used 
in the industry, though others like Nomad 
and Docker Swarm exist as well. In practice, 
you define the requirements for the 
containers you want to run (for example, 
how much memory and CPU they need), 
and the orchestrator finds suitable nodes 
that meet those requirements, allocates 
the containers there, and monitors their 
entire lifecycle. 

If a container (wrapped inside another 
abstraction called a Pod) crashes, it's 
automatically restarted. If you need to 
update the version of an application, you 
can roll the update out gradually, one 
container at a time, instead of shutting 
everything down at once.

A particularly important use case for 
orchestrators is handling sudden spikes in 
traffic: imagine a website that suddenly 

gets far more visitors than usual, or that 
has almost no traffic during another 
period. This is where application scaling 
comes in, and there are two main ways to 
scale an application. 

Vertical scaling (also called "scaling up") 
means giving an existing node more 
resources (more CPU, more memory 
beyond the already allocated) so it can 
handle the extra load on its own. It's 
straightforward, but there's always a 
ceiling: a single machine can only grow so 
large. Horizontal scaling (or "scaling out") 
takes a different approach; instead of 
making one node bigger, you add more 
nodes and spread the workload across 
them. This is where orchestrators really 
shine. 

Kubernetes, for example, can 
automatically spin up additional container 
replicas when traffic surges and shut them 
down again once things calm down, so 
you only use (and pay for) the resources 
you actually need. Horizontal scaling is 
generally the preferred approach for 
modern cloud-native applications 
because it's more flexible and has no hard 
upper limit: you can just keep adding 
nodes as needed.

Several cloud providers have a service that 
manages the whole Kubernetes for you, 
including the scaling, where you just 
deploy the container in a few clicks of a 
button, or even let you configure your own 
Kubernetes with all the policies you want.
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From development to production

A final important topic in cloud computing 
is the different environments used 
throughout an application's lifecycle. The 
first one is, naturally, the development 
environment. It's used mainly by 
developers, rarely contains any real client 
data (mostly dummy data instead), and is 
highly dynamic: things change constantly, 
and it's normal to run into bugs, missing 
documentation, and half-finished features 
along the way.

Once the application matures a bit, it 
moves on to the testing and staging 
stages. Here, Quality Assurance engineers 
put the application through its paces, 
figure out what works and what doesn't, 
and send issues back to the developers to 
fix. The difference between testing and 
staging is that staging is often opened up 
to real users as well, for example as a 
public beta. Finally, when the application is 
considered stable enough, it goes into 
production: it's live, and end users are now 
relying on it every day. 

Not every company (especially smaller 
ones) goes through all of these stages 
when building a product, and some focus 
mainly on development and production, 
skipping the middle steps. One thing is 
certain, though: developing directly in your 
production environment is a very bad idea. 
Things are bound to break, and when they 
do, real users will be the ones feeling it.

Cloud computing makes managing these 
environments much easier than it used to 
be. Instead of maintaining separate 
physical machines for each stage, teams 
can spin up development, staging, and 
production environments as isolated sets 
of containers or virtual machines, often 
defined entirely in code and reproducible 
on demand. This means a developer can 
test a change in an environment that 
closely mirrors production, catch issues 
early, and promote the application 
through each stage with confidence. It's 
one of the reasons cloud infrastructure 
and modern development practices have 
become so tightly intertwined: the flexibility 
of the cloud is what makes this kind of 
clean separation practical in the first 
place.
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Congratulations for arriving to this point! 
We went through a lot of material and now 
you should be ready to understand and 
contribute towards meetings that may 
deal with Artificial Intelligence and HPC/
Cloud. We sincerely hope that this material 
has improved your knowledge and made 
you a better professional.

This material is only the beginning of a 
journey: there is a lot to explore within the 
individual realms of high-performance 
computing, artificial intelligence, and cloud 
computing. But, hey, every journey starts 
with the first step.
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Hardware and Supercomputing
• Central Processing Unit (CPU) / Processor: The main piece of a computer that 

handles general processing tasks. It consists of cache memory and cores.

• Cache: Extremely fast but very small memory located directly inside the CPU chip.

• Cores: The parts of a CPU or GPU that perform operations with data, such as 
retrieving data from the cache or doing arithmetical operations.

• Graphical Processing Unit (GPU): An accelerator heavily used for demanding 
workloads like AI. They contain thousands of simple cores and extremely fast video 
memory, allowing for massive parallel processing of mathematical operations.

• VRAM: Video Random Access Memory; the fast but larger memory found on GPUs.

• High Bandwidth Memory (HBM): A highly popular technology used to build VRAM.

• Neural Processing Unit (NPU): A specialist chip hardwired explicitly to accelerate AI 
tasks. They handle massive volumes of repetitive mathematical operations much 
faster and with less power than CPUs or GPUs, though they are less versatile.

• ·RAM (Random Access Memory): A type of memory that is slower and further from 
the CPU than cache, but much larger in capacity. It is volatile, meaning it loses all 
data when the power is cut.

• Storage (SSD and HDD): Persistent memory drives that keep your files even when the 
computer is turned off. They are cheaper and larger than RAM, but much slower.

• FLOPS (Floating-Point Operations Per Second): A measure of computer 
performance referring to how many arithmetical operations a system can execute in 
a second.

• Supercomputer: Essentially several high-end computers physically interconnected 
together in a single location ("on-premise"), running software directly on the 
hardware to extract maximum performance.

• Login Node: The first point of access to a supercomputer. It limits the user's view of 
the system and is mainly meant for development work, installing libraries, and quick 
tests.

• Scheduler: Software (such as SLURM or PBS Pro) used in supercomputers to set 
priorities, coordinate access, and track users' resource hours.

Artificial Intelligence & Machine Learning
• Artificial Intelligence (EU AI Act Definition): A machine-based system designed to 

operate with varying levels of autonomy that infers from inputs how to generate 
outputs (like predictions, content, or decisions) capable of influencing physical or 
virtual environments.

• Large Language Model (LLM): Models that rely heavily on tokenized data to read 
through enormous amounts of text and learn language patterns (grammar, 
reasoning, style).

• Foundation Model: The result of the LLM pretraining phase. It establishes text 
generation, world knowledge, and in-context learning as its core abilities and acts as 
the basis for all other models.

Glossary
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• Tokenizer: A mechanism during the data preparation of an LLM that converts words 
into numbers (tokens) so the model can process them. As a rule of thumb, 1 token is 
roughly 4 characters or 0.75 of a word.

• Context: The limit of how many tokens an LLM can keep in its "memory" during an 
interaction before it forgets early information or begins to hallucinate.

• Model-Context Protocol (MCP): The layer of integration between an AI model and an 
actual external service or database (such as a bank's database).

• Guardrails: System-level instructions and safety filters designed to guide how a 
generative AI model behaves (e.g., refusing to generate malware).

• Data Engineer: Specialists concerned with extracting, transforming, and loading (ETL 
pipeline) data so it can be ready for use.

• Data Scientist: Specialists who build, optimize, and evaluate the AI models utilizing 
the provided data.

Cloud Computing & Architecture
• Cloud Computing: A model for enabling ubiquitous, convenient, on-demand network 

access to a shared pool of configurable computing resources (networks, servers, 
storage, etc.).

• Public Cloud: Cloud infrastructure operated by commercial providers that makes 
resources available to anyone willing to pay.

• Private Cloud: Cloud infrastructure dedicated specifically to a single organization to 
grant greater control over security and data residency.

• Community Cloud: Infrastructure shared by multiple organizations bound by 
common interests or shared regulatory frameworks.

• Hybrid Cloud: A system combining two or more of the above cloud deployment 
models to balance sensitive workloads with burst scalability.

• Vertical Scaling (Scaling Up): Giving an existing server node more resources (such 
as extra CPU or memory) to handle a larger workload.

• Horizontal Scaling (Scaling Out): Adding more nodes to a system and spreading out 
the workload across them to handle sudden spikes in traffic without a hard physical 
ceiling.

Legislation
• GDPR (General Data Protection Regulation): An EU law governing how personal, 

identifiable data is collected and used to protect EU residents.

• EU AI Act: An EU regulation that categorizes AI systems based on their risk levels 
(minimal, limited, high, and unacceptable) and establishes the responsibilities for 
both AI providers and deployers.




